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Perception of pitch

• Not linear
• Logarithmic relationship in music perception:
• Equal ratios of frequency produce pitch steps of equal salience
• Doubling in F0 frequency = 1 octave = 12 semitones



Pitch scales

Linguists often use Hz. e.g.
• In speech, relationship between F0 and pitch is logarithmic or near-

logarithmic
• The semitone scale seems more appropriate
• De Looze and Hirst claim speakers’ ranges can be predicted from their 

median value:
• Bottom: - 6 st below median
• Top: 12 st above median

Figure 1. Waveform and f
0

trace for one of the sentences used in Experiment 1,
showing the durational measurements obtained and the point at which the
H target was measured.

syllables were long, the other short), and short 2 (two of the syllables were short, the other
long).

In addition to the ANOVAs, if an analysis showed interaction between factors we ran
post hoc Sche§é tests in order to determine the source of the interaction.

2.3. Results

Hypothesis A: The results show that both SEGMENT TYPE [F (2, 160)"50.92, p(0.0001]
and SPEAKER [F (4, 160)"9.45, p(0.0001] a§ected the alignment of the H. However, the
analysis also showed that there was interaction between the two factors [F(8, 160)"
3.66; p(0.006]. Sche§é tests showed that the interaction was due to the fact that
SEGMENT TYPE a§ected alignment somewhat di§erently for each speaker (see also Fig. 2).
Specifically, speaker SP showed no e§ect of SEGMENT TYPE; for the other speakers the
earliest alignment of the H target occurred when the postaccentual syllables contained
nasals, and the latest when they contained fricatives [for IA, p(0.0001; for KA,
p(0.0002; for AH, p(0.006; for DA, p(0.0001]. For these four speakers, stops were
somewhere in between nasals and fricatives in terms of their e§ect on peak alignment,
though for KA and AH neither of the comparisons (nasals vs. stops, and stops vs.
fricatives) reached the 0.05 significance level; for IA peak alignment was later with stops
than with nasals [p(0.0001] but no di§erent from fricatives, while for DA it was earlier
with stops than with fricatives [p(0.0001] but no di§erent from nasals.

Overall the results were not as we expected since, according to Hypothesis A, there
should be no e§ect of segmental composition on the alignment of the H and in parti-
cular on its distance from the L tone. The results, however, suggest that postaccentual
segmental composition does a§ect the alignment of the H, with nasals resulting in earlier
alignment of the H, fricatives resulting in later alignment, and stops grouping with either
one or the other category, depending on the speaker.

Hypothesis B: The length combinations of the first two postaccentual syllables
showed a significant e§ect of both SPEAKER [F (4, 214)"8.927, p(0.0001] and
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Pitch scales
• In speech, relationship between F0 and 

pitch is logarithmic or near-logarithmic
• The semitone scale seems more 

appropriate
• De Looze and Hirst (2014)  show speakers’ 

F0 ranges can be predicted from their 
median F0 values:
• Bottom: - 6 st below median
• Top: 12 st above median

Figure 1: Linear regressions corresponding to Mean-B and
Mean-T are traced in continuous lines and the dotted lines rep-
resent, from top to bottom, the intervals +octave, +half-octave,
unison, -half-octave and octave compared to the median.

U(pstepped) or D(ownstepped) are defined not globally but lo-
cally, with respect to the value of the immediately preceding
pitch target and are defined as being, respectively, higher, lower,
equal to, slightly higher or slightly lower than the preceding tar-
get. For the precise definitions of the coding cf. [15].

In this study, we focus on the values obtained for the abso-
lute T and B tones since all the other values are dependent on
the value of the preceding target.

As we mentioned, one of the most common ways to mea-
sure a speaker’s pitch range is by comparing the mean values
of pitch which have been identified as corresponding to high
tones and low tones. It is instructive to look at the correlations
between the mean values of the low tones (B) and high tones
(T), as determined by the INTSINT algorithm, and that of the
median of the pitch distribution.

We find, in fact, two strong correlations. Affine relations
are as follows:

B = 0.741 ∗median− 5.52

T = 1.537 ∗median+ 3.75 (3)

Significance tests of regression coefficients are highly sig-
nificant p < 2e−16. The critical probabilities of the offsets are,
however, not significant (p = 0.161 and 0.659). An adjustment
of the model without the offset gives:

B = 0.706 ∗median

T = 1.561 ∗median (4)

For B, we find a coefficient of determination (R2) of 0.92
and for T 0.91. This means that it is possible, at least as a
reasonable approximation, to predict the limits of the register of
a speaker and hence its span, from the median of the distribution
of f0.

ANOVAs on the prediction of average low (B) and high
(T) tones from the median showed no effect of either sex (p
= 0.0917 (B) and 0.381 (T)) or language (p = 0.170 (B) and

0.274 (T)), or type of production (p = 0.134 (B) and 0.368 (T)
on the slopes of linear regression. It is therefore possible, from
the value of the median, regardless of the sex of the speaker,
both in English and French and whatever the style of speech,
to make a reasonably good prediction of the limits (span) of
the pitch range. In fact, [10] showed that the relationship be-
tween the height and span of the pitch range is actually more
complex. In the model given in 4, the range in Hz is strictly
proportional to the height because the relationship between T
and B is fixed. An even better correlation is obtained with the
values on a logarithmic scale, corresponding to a model where
the span in octaves is proportional to the height, going from one
octave for a low-pitched voice to a little less than an octave and
a half for a high-pitched voice.

This co-variation was pointed out by [21] in his discussion
of pitch range. The author explains that the difficulty of admit-
ting two dimensions for the register is that these two dimensions
co-vary.

5. The OMe scale. A natural scale for the
melody of speech

It is interesting to note in the relationships defined in (2) that
the coefficient 0.706 corresponds almost exactly to half an oc-
tave( log2(0.706) = −0.502) and the coefficient 1.561 is just
slightly over half an octave (log2(1.561) = 0, 642). We can
therefore conclude that the average of the high tones and the
average low tones, i.e. the limits of the range of a speaker, for
unemphatic speech, usually correspond to about an octave cen-
tered on the speaker’s median.

This led us to propose [11] a new scale of measurement: the
OMe (Octave-MEdian) scale defined by the formula:

ome = log2(
Hz

median
) (5)

where median corresponds to the median value of f0 for the
recording.

Figure (1) gives a graphical representation of the average
low tones (B) and the average high tones (T) compared to the
speaker’s median pitch. The corresponding linear regressions
are plotted in solid lines and dotted lines represent the intervals
+ octave, + half-octave, unison, - half-octave and - octave with
respect to the median. The linear regression on the mean of the
low tones (B) coincides with the half-octave below the median
so that the two lines are not distilnguishable in the figure. That
of the average of the high tones (T) falls between half an octave
and one octave above the median. These musical intervals, de-
fined relative to the median, can therefore be used to estimate
the range of a speaker with a reasonable reliability.

They also allow us to propose, as suggested above, a natural
scale for the analysis and visualisation of the melody of speech
defined in octaves, centered on the median, which we call the
OMe (Octave-Median) scale.

Figure 2 shows an example of expressive speech by a radio
broadcaster pronouncing the sentence ‘He draMAtically flour-
ished a COpy of Time from nineteen fifty-THREE.”. As can be
seen, the places where the pitch goes above half an octave above
the median, correspond precisely to the parts of the words which
are perceived as being emphasised expressively.

Figure (3) illustrates the sentence ”What can I have for din-
ner tonight? ” read by one male and one female speaker.

The visualisation of these recordings was obtained auto-
matically from the signal and TextGrid using the Praat plugin



Melodic constructions in Spanish 21

-5
0

5
10

1 PW

              AM                                CC                               MR                            DG                               AF

-5
0

5
10

N
or

m
. p

itc
h 

(s
t)

2 PW

              AM                                CC                               MR                            DG                               AF

-5
0

5
10

3 PW

              AM                                CC                               MR                            DG                               AF

Spanish speakers
-5

0
5

10

1 PW

-5
0

5
10

N
or

m
. p

itc
h 

(s
t)

2 PW

-5
0

5
10

3 PW

              EG                                EN                               SI                            VM                               MT

Italian speakers

Figure 5 Imitated low–rise–falls. Pitch contours (in semitones, relative to each speaker’s median) for each target utterance (refer to
Table 1) pooled by speaker and phrase length within each language group. The portion of each pitch contour corresponding
to stressed syllables is drawn in solid back lines. Time is represented at a constant scale on the x-axis.

of the phrase to the end of the phrase). In the longer phrases, on the other hand, Spanish
speakers produced clear nuclear rise–falls, whereas Italian speakers produced low–rising
nuclear contours similar to the ones in the one-PW condition.

To test for the statistical significance of the observed differences in nuclear contour shape,
we fitted a regression model with the polynomial quadratic coefficients of the nuclear part of

Torreira & Grice (2016)



De Looze and Hirst (2014)



Number of cycles per second, 
measured in Hertz (Hz)

Perceptual correlate: Pitch

Fundamental 
frequency



Amplitude

Peak deviation from neutral 
signal

Perceptual correlate: Loudness

1.3 Types of Sounds

There are two types of sounds: periodic and aperiodic. Periodic sounds have a pat-
tern that repeats at regular intervals. They come in two types: simple and complex.

1.3.1 Simple periodic waves

Simple periodic waves are also called sine waves: they result from simple 
harmonic motion, such as the swing of a pendulum. The only time we humans
get close to producing simple periodic waves in speech is when we’re very young.
Children’s vocal cord vibration comes close to being sinusoidal, and usually
women’s vocal cord vibration is more sinusoidal than men’s. Despite the fact that
simple periodic waves rarely occur in speech, they are important, because more
complex sounds can be described as combinations of sine waves. In order to define
a sine wave, one needs to know just three properties. These are illustrated in 
figures 1.3–1.4.

The first is frequency: the number of times the sinusoidal pattern repeats per
unit time (on the horizontal axis). Each repetition of the pattern is called a cycle,
and the duration of a cycle is its period. Frequency can be expressed as cycles per
second, which, by convention, is called hertz (and abbreviated Hz). So to get the
frequency of a sine wave in Hz (cycles per second), you divide one second by the
period (the duration of one cycle). That is, frequency in Hz equals 1/T, where T
is the period in seconds. For example, the sine wave in figure 1.3 completes one
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Figure 1.3 A 100 Hz sine wave with the duration of one cycle (the period) and the peak
amplitude labeled.
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Pressure and loudness

Look at the values listed in the pressure column in the table. For most people,
a typical conversation is not subjectively ten times louder than a quiet office, even
though the magnitudes of their sound pressure fluctuations are. In general, 

84 Fundamentals

Table 4.1 A comparison of the acoustic and perceptual amplitudes of some 
common sounds. The amplitudes are given in absolute air pressure fluctuation 
(micro-Pascals –mPa), acoustic intensity (decibels sound pressure level – dB SPL) 
and perceived loudness (Sones).

Typical experience Pressure (mPa) Decibel level (SPL) Sones

Absolute threshold 20 0
Faint whisper 200 20
Quiet office 2,000 40 1
Conversation 20,000 60 4
City bus 200,000 80 16
Subway train 2,000,000 100 64
Loud thunder 20,000,000 120 256
Pain and damage 200,000,000 140 1,024

How the inner ear is like a piano

For an example of what I mean by “is responsive to,” consider the way in
which piano strings respond to tones. Here’s the experiment: go to your
school’s music department and find a practice room with a piano in it. Open
the piano, so that you can see the strings. This works best with a grand or
baby grand, but can be done with an upright. Now hold down the pedal
that lifts the felt dampers from the strings and sing a steady note very loudly.
Can you hear any of the strings vibrating after you stop singing? This experi-
ment usually works better if you are a trained opera singer, but an enthu-
siastic novice can also produce the effect. Because the loudest sine wave 
components of the note you are singing match the natural resonant frequencies
of one or more strings in the piano, the strings can be induced to vibrate
sympathetically with the note you sing. The notion of natural resonant fre-
quency applies to the basilar membrane in the inner ear. The thick part nat-
urally vibrates sympathetically with the low-frequency components of an
incoming signal, while the thin part naturally vibrates sympathetically with
the high-frequency components.
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Sones and decibels

Look at the values listed in the pressure column in the table. For most people,
a typical conversation is not subjectively ten times louder than a quiet office, even
though the magnitudes of their sound pressure fluctuations are. In general, 
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Table 4.1 A comparison of the acoustic and perceptual amplitudes of some 
common sounds. The amplitudes are given in absolute air pressure fluctuation 
(micro-Pascals –mPa), acoustic intensity (decibels sound pressure level – dB SPL) 
and perceived loudness (Sones).

Typical experience Pressure (mPa) Decibel level (SPL) Sones

Absolute threshold 20 0
Faint whisper 200 20
Quiet office 2,000 40 1
Conversation 20,000 60 4
City bus 200,000 80 16
Subway train 2,000,000 100 64
Loud thunder 20,000,000 120 256
Pain and damage 200,000,000 140 1,024

How the inner ear is like a piano

For an example of what I mean by “is responsive to,” consider the way in
which piano strings respond to tones. Here’s the experiment: go to your
school’s music department and find a practice room with a piano in it. Open
the piano, so that you can see the strings. This works best with a grand or
baby grand, but can be done with an upright. Now hold down the pedal
that lifts the felt dampers from the strings and sing a steady note very loudly.
Can you hear any of the strings vibrating after you stop singing? This experi-
ment usually works better if you are a trained opera singer, but an enthu-
siastic novice can also produce the effect. Because the loudest sine wave 
components of the note you are singing match the natural resonant frequencies
of one or more strings in the piano, the strings can be induced to vibrate
sympathetically with the note you sing. The notion of natural resonant fre-
quency applies to the basilar membrane in the inner ear. The thick part nat-
urally vibrates sympathetically with the low-frequency components of an
incoming signal, while the thin part naturally vibrates sympathetically with
the high-frequency components.
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