
Building up Larger 
Models



𝑙𝑚𝑒𝑟(𝑦 ~ x1 + x2 P + x1 + x2 𝑅 + (x1 + x2|T))

𝑙𝑚𝑒𝑟(𝑦 ~ 1 P )



Multi-group Comparisons

• Highly recommend these readings for perspectives 
on multilevel modeling:

Why we (usually) don’t have to worry about 

multiple comparisons. (Andrew Gelman, Jennifer 

Hill, and Masanao Yajima)

Analysis of variance-why it is more important than 

ever (Andrew Gelman). 

http://www.stat.columbia.edu/~gelman/research/published/multiple2f.pdf
http://www.stat.columbia.edu/~gelman/research/published/banova7.pdf


One-way ANOVA

• ‘ANOVA’ is a regression with only categorical 
predictors. 

• We can try to predict player height using a predictor (or 
predictors) that distinguishes if the player is: 

• a point guard.
• a shooting guard.
• a small forward. 
• a power forward. 
• a center. 



Coding and Identifiability

• When implementing models as an equation, we need 
to consider the identifiability of the parameters. 

• Below I suppress the intercept to estimate all the 
position parameters.  

https://stats.stackexchange.com/questions/20608/what-is-model-identifiability


Coding and Identifiability

• R uses ‘treatment’ coding by default, which 
compares levels to an arbitrary reference. 

• In ‘sum’ or ‘deviation’ coding, levels are compared to 
the mean. 

Treatment coding Deviation coding



Coding and Identifiability

• We are going to use deviation coding in this class. 

• It leads to easily interpretable, ANOVA-like main 
effects and interactions. 

• In deviation coding, the effects across levels of a 
factor sum to zero. 

• The intercept represents the overall grand mean. 

https://stats.idre.ucla.edu/r/library/r-library-contrast-coding-systems-for-categorical-variables/


One-way ANOVA

• lm automatically 
removes one level of 
our factor (pos5).

• It will omit the ‘last’ 
level.

• We are using sum 
coding so pos5 is just 
the negative sum of 
the other levels.  

pos5 = - (pos1 + pos2 + pos3 + pos4 + pos5)



Multi-group Comparisons

• We might have factors with hundreds or thousands 
of levels. 

• We can group these computationally in our models 
just as we do conceptually in our designs. 

• We will use parameter vectors to represent all 
categorical predictors with more than two levels. 



Multi-group Comparisons

• We can include a single predictor: a vector with one 
element for every level of the factor.

• If a factor has 5 levels, the vector P (position) has 5 
elements, one for each level. 

• A new predictor p can indicate which level of P 
applies to any given trial.  

𝜇 = 𝑎0 + 𝑃𝑝𝜇𝑖 = 𝑎0 + 𝑃𝑝𝑖



Multi-group Comparisons

• This is exactly analogous to this expanded model:

𝜇 = 𝑎0 + 𝑃𝑝

𝜇 = 𝑎0 + 𝑃1 ∗ 𝑝1 + 𝑃2 ∗ 𝑝2 +⋯+ 𝑃𝑛 ∗ 𝑝𝑛

• Where the p variables equal 1 only if the trial 
represents the nth group.  

𝜇 = 𝑎0 + 𝑃1 ∗ 𝑝1 + 𝑃2 ∗ 𝑝2 +⋯+ 𝑃𝑛 ∗ 𝑝𝑛𝑝 = 1

𝑝 = 2 𝜇 = 𝑎0 + 𝑃1 ∗ 𝑝1 + 𝑃2 ∗ 𝑝2 +⋯+ 𝑃𝑛 ∗ 𝑝𝑛



A one-way ANOVA Analogue

𝑦~𝑁(𝜇, 𝜎2)

𝜇 = 𝑎0 + 𝑃𝑝

𝑃𝑝~𝑁(0, 1000
2)

𝜎𝑠𝑑~ℎ𝑎𝑙𝑓𝐶𝑎𝑢𝑐ℎ𝑦(0,10)

Priors

Likelihood



A one-way ANOVA Analogue

𝑦~𝑁(𝜇, 𝜎2)

𝜇 = 𝑎0 + 𝑃𝑝

𝑃𝑝~𝑁(0, 𝜎𝑃𝑠𝑑
2 )

Priors

Likelihood

𝜎𝑠𝑑~ℎ𝑎𝑙𝑓𝐶𝑎𝑢𝑐ℎ𝑦(0,10)

𝜎𝑃𝑠𝑑~ℎ𝑎𝑙𝑓𝐶𝑎𝑢𝑐ℎ𝑦(0,10)



Everything is a ‘Random Effect’

• Why does it make sense to model position as a 
‘random effect’? 

• In Bayesian 
models, prior 
distributions are 
about credible 
beliefs, not 
assumptions 
regarding 
replication.



Everything is a ‘Random Effect’

• If our data is strong enough, it will behave as in the 
no pooling case. 

No pooling
Partial pooling



Everything is a ‘Random Effect’

• Our general solution to the ANOVA problem is simple: we treat 
every [bundle] as a batch of “random effects”; that is, a set of 
regression coefficients drawn from a distribution with mean 0 and 
some standard deviation to be estimated from the data.

• This can often lead to better out-of-sample 
prediction.

• Leads to more conservative estimates and protects 
against multiple comparisons. 

• Provides useful information about variance 
components in your data and about expected values 
of the levels you did not sample. 

http://www.stat.columbia.edu/~gelman/research/published/banova7.pdf


A one-way ANOVA Analogue

• Unlike lm, our 
model returns 
values for all 
predictors

• But they are insane. 



Identifiability

• We can recover all our coefficients through centering, 
imposing sum-to-zero constraints on parameters.  

𝑎0



Zero Centering

Before centering

𝑎0

After centering

𝑎0



Zero Centering

• To find the correct intercept: 

• Add the intercept to the row-wise mean of all of 
the included ‘main effects’. 

• To center ‘main effect’ terms:

• Subtract the row-wise mean of each main effect 
from each column (level) of that main effect. 



Why Zero Centering Works

• Imagine you are the sampler. You settle on an 

estimate of 5 for 𝑎0.

• You are estimating 3 levels of a factor and you settle 
on 4, 5 and 6. These represent deviations of -1, 0, 
and 1.  

• Later you settle on an estimate of 15 for 𝑎0.

• You again estimate the factor levels and you settle 
on 14, 15 and 16. These again represent deviations 
of -1, 0, and 1.  



Why Zero Centering Works

• From an absolute perspective, you have a lot of 
variation in your factor levels. (4,5,6 vs. 14,15,16).

• If we consider only variation internal to the factor 
levels, we actually have very consistent estimates.  

• Instead, some of our apparent variation in is really in 
the intercept. 



A one-way ANOVA Analogue

• After centering 
our estimates 
match those 
obtained from 
lm.  



Contrasts

• We can compare differences between any parameters by 
considering the distribution of their differences. 

𝑃1 − 𝑃2𝑃 𝑃3



Comparison to lmer

• Here we treat 
position as a 
‘random effect’ in 
lmer. 

• Parameters are no 
longer presented 
in main summary.



Comparison to lmer

• No intervals for 
random effects in lmer. 

• You have to pick 
pooling or interval 
estimation.

X  Data
O  lmer



Multi-factor Designs

• We can add any number of factors to our design. 

• For each new factor, we need to:

1. Add the relevant predictors to our data.

2. Add the term to the calculation of the likelihood.

3. Set up the appropriate priors.



Multi-factor Designs

New Data New 
Likelihood

New Priors



A multi-factor ANOVA Analogue

𝑦~𝑁(𝜇, 𝜎2)

𝜇 = 𝑎0 + 𝑃𝑝 + 𝑅𝑟 +𝑇𝑡

Priors

Likelihood

𝜎𝑠𝑑~ℎ𝑎𝑙𝑓𝐶𝑎𝑢𝑐ℎ𝑦(0,10)
𝜎𝑃𝑠𝑑~ℎ𝑎𝑙𝑓𝐶𝑎𝑢𝑐ℎ𝑦(0,10)

𝑃𝑝~𝑁(0, 𝜎𝑃𝑠𝑑
2 )

𝜎𝑅𝑠𝑑~ℎ𝑎𝑙𝑓𝐶𝑎𝑢𝑐ℎ𝑦(0,10)

𝑅𝑟~𝑁(0, 𝜎𝑅𝑠𝑑
2 )

𝜎𝑇𝑠𝑑~ℎ𝑎𝑙𝑓𝐶𝑎𝑢𝑐ℎ𝑦(0,10)

𝑇𝑡~𝑁(0, 𝜎𝑇𝑠𝑑
2 )



Centering

• Centering is the same as for one-factor designs. 

• Each factor is centered independently.

• Each factor gets added to the calculation of 𝑎0.



Inspecting Our Results

Position Round

Team



One-way ANOVA

• ANOVA implies the decomposition of data into 
variance components. 

• It also suggests omnibus tests using F-statistics.

• Our Bayesian models can do the first but not quite 
the second. 



Away from NHST and towards estimation

• No omnibus test. Now what?

• “Why do you want to know if you have a significant 
main effect?”

• Focusing on estimation makes you focus on patterns 
in the data.

• Is the effect big? Small? Negative? Positive?

https://statmodeling.stat.columbia.edu/2004/12/29/type_1_type_2_t/


Model Fit

• We can calculate 
estimates of the 
residual error or R2 
and monitor those. 

• We can also 
monitor fitted 
values (‘mu’) to 
obtain ‘posterior 
predictions’. 



Model Fit

𝑠𝑑(𝑟𝑒𝑠𝑖𝑑𝑢𝑎𝑙𝑠)

𝜎2

𝑅2

• Our estimates of the 
residuals error and the 
gaussian error 

parameter (𝜎2) closely 
match. 

• 𝑅2 indicates we can 
predict a lot of the 
variance in the data. 



Alternatives to Omnibus testing

• Which effects 
matter most?

• Which effects are 
large relative the 
uncertainty in 
their estimates?

• Which effects are 
large relative the 
residual error?



Alternatives to Omnibus testing

This is ‘significant’, 
but is it meaningful? 
Does it matter?

The answer 
depends on why 
you fit the model!



Pooling in Action

Position Round

Team

no poolingpartial pooling

Position Round

Team



Pooling in Action

• The team effect is 
eliminated by 
shrinkage.  

• This protects us 
against ‘false 
positives’ when 
evaluating factors 
dominated by 
noise.

Position Round

Team

partial pooling no pooling



Pooling and model selection

• If variation is not justified between levels of a factor, 
they will get shrunk to the mean, which might be 0.

• This means we don’t need to worry so much about 
model selection.

• We can fit models that include all theoretically-
interesting predictors, and all necessary controls.  



Comparison to lmer



Decomposition of Effects

• So far we have broken up intercept terms into 
smaller variance components.   

𝑦~𝑁(𝜇, 𝜎2)

𝜇 = 𝑎0 + 𝑃𝑝 + 𝑅𝑟 +𝑇𝑡

𝜇 = (𝑎0 + 𝑃𝑝 + 𝑅𝑟 +𝑇𝑡) + x ∗ 𝛽0

𝜇 = 𝛼0

𝜇 = (𝑎0 + 𝑃𝑝 + 𝑅𝑟 +𝑇𝑡) + x ∗ (𝑏0 + 𝑃𝑏𝑝 + 𝑅𝑏𝑟 + 𝑇𝑏𝑡)

• We can add a slope term to our equation and 
decompose that too. 



Decomposition of Effects

𝜇 = 𝛼0 + 𝑥 ∗ 𝛽0

𝜇 = (𝑎0 + 𝑃𝑝 + 𝑅𝑟 +𝑇𝑡) + x ∗ (𝑏0 + 𝑃𝑏𝑝 + 𝑅𝑏𝑟 + 𝑇𝑏𝑡)

𝜇 = (𝑎0 + 𝑃𝑝 + 𝑅𝑟 +𝑇𝑡) + (x ∗ 𝑏0 + x ∗ 𝑃𝑏𝑝 + x ∗ 𝑅𝑏𝑟 + x ∗ 𝑇𝑏𝑡)

𝛼0 = 𝑎0 + 𝑃𝑝 + 𝑅𝑟 +𝑇𝑡

𝛽0 = 𝑏0 + 𝑃𝑏𝑝 + 𝑅𝑏𝑟 + 𝑇𝑏𝑡

Three equivalent arrangements:

(1)

(2)

(3)



Decomposition of Effects

𝜇 = (𝑎0 + 𝑃𝑝 + 𝑅𝑟 +𝑇𝑡) + x ∗ (𝑏0 + 𝑃𝑏𝑝 + 𝑅𝑏𝑟 + 𝑇𝑏𝑡)

Intercept main/fixed effect Intercept x effect ‘random-effect’ interactions

Slope main/fixed effect

Slope x effect ‘random-effect’ interactions



Decomposition of Effects

𝜇 = (𝑎0 + 𝑃𝑝 + 𝑅𝑟 +𝑇𝑡) + x ∗ (𝑏0 + 𝑃𝑏𝑝 + 𝑅𝑏𝑟 + 𝑇𝑏𝑡)

Team-specific intercept

Round-specific intercept

Position-specific intercept

Team-specific slope

Round-specific intercept

Position-specific slope



Implementation in lm and lmer

𝜇 = (𝑎0 + 𝑃𝑝 + 𝑅𝑟 +𝑇𝑡) + x ∗ (𝑏0 + 𝑃𝑏𝑝 + 𝑅𝑏𝑟 + 𝑇𝑏𝑡)

𝑙𝑚(𝑦 ~ P + R + T ∗ x)

𝑙𝑚𝑒𝑟(𝑦 ~ x + x P + x 𝑅 + (x|T))

• The model above could be implemented with no 
random effects as in:

• Or with random slopes and intercepts as in:

𝑙𝑚(𝑦 ~P + R + T + x + P: x + R: x + T: x)



Bayesian Implementation



Bayesian Implementation



Incremental Additions to Our Models



Centering

• Centering 
operates 
independently 
for each slope 
and intercept.

• The process is 
the same in 
each case.  



Results

P R T

Pb Rb Tb

a0

b0



Results

Pb
b0

B0 + Pb



Comparison to lmer



More Continuous Predictors 

• We can add a second continuous predictor and now 
we have a multiple regression. 

• We can decompose the new slope just as we did for
the slope and intercept in the univariate case.

𝑦~𝑁(𝜇, 𝜎2)

𝜇 = 𝛼 + 𝛽1 + 𝛽2

𝛽1 = 𝑏1 + 𝑃𝑏1𝑝 + 𝑅𝑏1𝑟 + 𝑇𝑏1𝑡

𝛼 = 𝑎0 + 𝑃𝑝 + 𝑅𝑟 +𝑇𝑡

𝛽2 = 𝑏2 + 𝑃𝑏2𝑝 + 𝑅𝑏2𝑟 + 𝑇𝑏2𝑡



More Continuous Predictors 

• Each ‘bundle’ of coefficients with more than 2 levels 
is modeled as coming from a bundle-specific 
distribution.

𝛼 = 𝑎0 + 𝑃𝑝 + 𝑅𝑟 +𝑇𝑡

𝛽1 = 𝑏1 + 𝑃𝑏1𝑝 + 𝑅𝑏1𝑟 + 𝑇𝑏1𝑡

𝛽2 = 𝑏2 + 𝑃𝑏2𝑝 + 𝑅𝑏2𝑟 + 𝑇𝑏2𝑡

𝑃𝑏1~𝑁(𝜇𝑃𝑏1, 𝜎𝑃𝑏1
2 )• For example: 

𝑙𝑚𝑒𝑟(𝑦 ~x1 + x2 + x1 + x2 P + x1 + x2 𝑅 + (x1 + x2|T))



More Continuous Predictors 



Results

P R
T

a0

bw

bftp

Pw

Pftp

Rw

Rftp

Tw

Tftp



Results

bftp

bftp + Pftp

Pftp




