
Multilevel (‘mixed 
effects’) models

Santiago Barreda

LSA Summer Institute 2019



Multilevel Models

• Multilevel models, a.k.a. mixed (effects) models, 
hierarchical models. 

• Two perspectives: 

• These models feature variation at more than one 
‘level’.

• Models where the parameters themselves are 
given probability distributions. 



Multilevel Models

• We sometimes talk about effects in our research 
being ‘fixed’ or ‘random’. 

• In linguistics, a common definition is:

• Fixed effects exhaust our population. 

• Random effects are a random sample of a larger 
(possibly/practically infinite) population. 



Multilevel Models

• Turns out there is no coherent definition for these 
terms.  

• Why I don’t use the term “fixed and random effects”.

• As far as I can tell, these terms matter most when we 
are using F-tests in ANOVA. 

https://statmodeling.stat.columbia.edu/2005/01/25/why_i_dont_use/


Fixed and Random Effects



Multilevel Models

• A more useful approach is to think about a 
distinctions suggested by Gelman (in Ch. 2 of 
Gelman and Hill): 

• complete pooling

• no pooling

• partial pooling. 

https://www.amazon.com/Analysis-Regression-Multilevel-Hierarchical-Models/dp/052168689X


Did the Raptors Improve?

• We are going to explore these differences by asking 
a ‘simple’ question:

• Did the average Toronto Raptors players improve 
their scoring during the course of the 2017-2018 
season?

• Our data is the amount of points scored per player 
per game for every game during the season. 



Getting Ready

Load packages

Load helper 
functions

Set sum-coding 
to default

Exclude 
some data

Find game 
number



Sum Coding

• This command at the top of the class3.R script:

• This tells R to use sum coding for all contrasts.

• The effects of levels will sum-to-zero within factor.

• By convention R omits the last level of each factor 
due to issues related to identifiability. 

options (contrasts = c('contr.sum','contr.sum'))

https://stats.idre.ucla.edu/r/library/r-library-contrast-coding-systems-for-categorical-variables/


Did the Raptors Improve?

𝑝𝑜𝑖𝑛𝑡𝑠~𝑁(𝜇, 𝜎2)

𝜇 = 𝑎0 + 𝐷 ∗ 𝑑𝑎𝑡𝑒

Likelihood
• We predict points scored by 

game number. 

• Univariate regression with a 
single continuous predictor 
(date).



Multiple levels

• There is a distribution of 
player means. Each player 
has a different random 
ability. 

• There is also a distribution of 
points scored by each player. 
Each player performs 
differently each night. 

• These are our two ‘levels’. 

Points

Players



Multiple levels

• Values at lower levels 
depend on the values of 
parameters at higher 
levels. 

• Conceptually, there can 
usually be more levels.

Points

Players

𝜇1

Points

𝜇2

Teams



Multiple levels



Complete Pooling

• In this approach we just 
throw all our data 
together. 

• Variance at the ‘second’ 
level is ignored.  

• We treat our data as one 
undifferentiated 
distribution. 

Points

Players

𝜇1

Points

𝜇2

Points



Complete Pooling: lm

• This analysis contains 
only ‘fixed’ effects.

• There is one slope and 
one intercept for all 
data ‘clusters’ (players). 

• No distribution or 
variation of coefficients 
of any kind. 

Fixed effects

𝑦 = 𝛼0 + 𝑥 ∗ 𝛽0

𝑙𝑚 (𝑦 ~ 𝑥)



Complete Pooling: lm

• This yields good 
estimates of the 
model parameters 
given the data. 

• By ignoring variation 
at the ‘second’ level 
they may yield 
unreliable standard 
errors, confidence 
intervals and p-values.



Complete Pooling: Bayesian (model 1)

𝑝𝑜𝑖𝑛𝑡𝑠~𝑁(𝜇, 𝜎2)

𝑎0~𝑁(0, 1000
2)

𝜎~ℎ𝑎𝑙𝑓𝐶𝑎𝑢𝑐ℎ𝑦(0,100)

PriorsLikelihood

𝜇 = 𝑎0 + 𝐷 ∗ 𝑑𝑎𝑡𝑒

𝐷~𝑁(0, 10002)



Complete Pooling: Comparison



Complete Pooling

• This is repeated-measures data. 

• Complete pooling acts like we have a between-
subjects design.

• The data are not independent within ‘cluster’.

• Conclusion: Complete pooling is useful for 
exploration or initial analyses but not usually good 
enough for a final analysis. 



No Pooling

• We can take the 
opposite approach: we 
will fully separate 
estimation for each sub-
cluster (player).

• In this approach, we 
allow variation at the 
second level. 

• But treat these values as 
completely unrelated. 

Points

Players

𝜇1

Points

𝜇2



No Pooling

• This is equivalent to 
saying that the 
distribution of player 
means has an infinite 
(or nearly infinite) 
variance. 

• Every value is equally 
likely.

Points

Players

𝜇1

Points

𝜇2

Uniform Distribution



No Pooling

• Pooling or no-pooling is a parameter-specific 
designation. 

• We will start by considering that each player can 
have a different mean, but they all share the same 
slope. 

• This is complete pooling for the slope and no pooling 
for the intercept. 



No Pooling

Pooled intercept

Player-specific intercept



No Pooling: lm

Player-specific
Intercept offsets
(‘random’ intercepts?)

‘Fixed’ effects



No Pooling: lm

• ‘Random intercepts’ 
are subject-specific 
deviations (𝑎𝑆) from 
the overall intercept 𝛼0
(i.e., a subject x 
intercept interaction).

𝑦 = 𝑎0 + 𝑎𝑆 + 𝑥 ∗ 𝛽0

Fixed effect
Subject-specific
deviation

• Since ‘random’ effects 
represent deviations 
form the fixed effect, 
they are constrained to 
sum to zero. 

𝑦 = (𝑎0 + 𝑎𝑆) + 𝑥 ∗ 𝛽0

Intercept Slope

𝑦 = 𝛼𝑆 + 𝑥 ∗ 𝛽0

𝑙𝑚 (𝑦 ~ 𝑥 + 𝑝𝑙𝑎𝑦𝑒𝑟)



No Pooling: lm

• The player-
specific intercept 
equals the ‘fixed’ 
effect + the player 
offset. 

• E.g., player 8 
intercept is: 
7.6 + 5.2



No Pooling: lm

• These p values 
are based on 
the residual 
variance. 

• In repeated 
measures NHST 
designs, A is 
tested against 
the SA 
interaction.



No Pooling: lm

• Lorch and Myers 
(1990) shows that 
we can do ‘no-
pooling’ 
hypothesis testing 
using the 
distribution of 
‘random effects’.

• This is equivalent 
to a repeated-
measures ANOVA 
analysis. 

https://psycnet.apa.org/record/1990-09020-001


No Pooling: lm

• Testing only the 
‘second’ level of 
variation is a 
pretty standard 
approach in many 
situations. 



No Pooling: lm



No Pooling: Bayesian

• This is similar to our complete-pooling model, but now we 
include player information.

complete-pooling

no-pooling



IOU: Two Explanations

• We have 17  P 
coefficients, one 
for each player.

• We are going to 
put these in a 
vector for 
convenience. 

• We also need to 
center our 
estimated 
coefficients. 



No Pooling: Bayesian

𝑎0

95% HDI of Player effects



No Pooling: Bayesian



Partial Pooling

• Are the player means really unrelated?

• Given our data, should we expect a player with a 
mean of 200? 



Partial Pooling

• In the no pooling approach we used a diffuse prior 
with a mean of 0 and a huge standard deviation.

• The parameters of the prior distribution of player 
means (𝜇𝑝) are not estimated.

𝑃 𝜇𝑝 𝑦 ∝ 𝑃 𝑦 𝜇𝑝 ∗ 𝑃 𝜇𝑝 𝜇0 = 0, 𝜎0 = 10000

posterior likelihood prior



Partial Pooling

• We could use an informative prior, but its not 
clear what its parameters should be.

𝑃 𝜇𝑝 𝑦 ∝ 𝑃 𝑦 𝜇𝑝 ∗ 𝑃 𝜇𝑝 𝜇0 =? , 𝜎0 =?

posterior likelihood prior



Partial Pooling

• In a partial-pooling analysis, we let the data tell us what 
the prior should be, and instead specify a hyperprior.

𝑃 𝜇𝑝 𝑦 ∝ 𝑃 𝑦 𝜇𝑝 ∗ 𝑃 𝜇𝑝 𝜇0 = 0, 𝜎0 = 10000

𝑃 𝜇𝑝 𝑦 ∝ 𝑃 𝑦 𝜇𝑝 ∗ 𝑃 𝜇𝑝 𝜇0, 𝜎0 ∗ 𝑃(𝜇0, 𝜎0)

posterior likelihood prior

posterior likelihood prior hyperprior



Partial Pooling

• We estimate 𝜇1 and 𝜇2, but also 𝜇0 and 𝜎0.

• We give the parameters of the prior (𝜇0, 𝜎0), their own 
priors. 

Points

Players

𝜇1

Points

𝜇2

𝜇0, 𝜎0



Partial Pooling

• Partial pooling means that we consider the 
values of other parameters in a ‘bundle’ when 
estimating parameter values.



Partial Pooling: Bayesian (model 3)

• The model is the same as our no-pooling model, 
except we model a group-level variance for 
player means (Psd). 



Partial Pooling: Bayesian

• When a parameter is implausible given the distribution 
of other parameters and is also weakly supported, it will 
be ‘shrunk’ towards the mean. 

No pooling
Partial pooling

Less shrunk

more shrunk



Partial Pooling and mixed-effects models

• No-pooling is a legitimate approach to mixed-effect 
modeling. 

• A repeated-measures ANOVA is a no-pooling approach 
to mixed-effect modeling. 

• It has advantages such as exact (‘real’) p-values.



Partial Pooling: lmer

• When people refer to ‘mixed-effects models’, they often 
refer to ‘modern’ approaches like that provided by lmer 
in the lme4 package in R. 

• These approaches use partial pooling to ‘shrink’ 
estimates towards group-level means. 

• The main difference between a ‘fixed’ and ‘random’ 
effect is the potential for shrinkage.



Partial Pooling: lmer



Partial Pooling: lmer

• This is the same as the 
lm no pooling model.

𝑦 = 𝑎0 + 𝑎𝑆 + 𝑥 ∗ 𝛽0

Fixed effect
Subject-specific
deviation

• The difference is the 𝑎𝑆
terms are assumed to 
come from a probability 
distribution with a 
finite variance.

• 𝛽0 is still not given a 
distribution. 

𝑦 = (𝑎0 + 𝑎𝑆) + 𝑥 ∗ 𝛽0

Intercept Slope

𝑦 = 𝛼𝑆 + 𝑥 ∗ 𝛽0

𝑙𝑚𝑒𝑟 (𝑦 ~ 𝑥 + (1|𝑠𝑢𝑏𝑗𝑒𝑐𝑡))



Lmer and Bayesian ‘fixed’ effects

• Our ‘fixed’ effects are mean ‘main’ effects.
• These are D and 𝑎0 in the Bayesian model. 



Lmer and Bayesian ‘random’ effects

• Our ‘random’ effects are interactions between factors (one 
is often participant/subject).



Partial Pooling: Comparison

Bayesian no pooling
X lm no pooling
Bayesian partial pooling
X lmer



Partial Pooling

• Partial pooling protects us against ‘false positives’ 
when carrying out multiple comparisons.

• Rather than 
inflating confidence 
intervals, extreme 
values are ‘shrunk’.

• The degree of 
‘shrinkage’ is not 
arbitrary. 

http://www.stat.columbia.edu/~gelman/research/published/multiple2f.pdf
https://statmodeling.stat.columbia.edu/2004/12/29/type_1_type_2_t/


Random Slopes and Intercepts

𝑦 = 𝑎0 + 𝑎𝑆 + 𝑥 ∗ 𝑏0 + 𝑥 ∗ 𝑏𝑆

𝑙𝑚𝑒𝑟 (𝑦 ~ 𝑥 + (𝑥|𝑠𝑢𝑏𝑗𝑒𝑐𝑡))

𝑦 = (𝑎0 + 𝑎𝑆) + 𝑥 ∗ (𝑏0 + 𝑏𝑆)

Fixed effects Random effects (for subject s)

Intercept Slope

𝑦 = 𝛼𝑆 + 𝑥 ∗ 𝛽𝑆

This model has listener 
specific lines (i.e., slopes 
and intercepts), as in:



No pooling gone wrong

• The variance of the random effects is the error term for the 
main (fixed) effects in most ‘traditional’ approaches. 

• As a result, a single outlier can cause huge problems for 
inference. 

𝑦 = (𝑎0 + 𝑎𝑆) + 𝑥 ∗ (𝑏0 + 𝑏𝑆)

𝑒. 𝑔, 𝑡 = 𝑎0/𝑠𝑑(𝑎𝑆)



No pooling gone wrong



No pooling gone wrong

Intercepts Slopes

Outlier removed



Partial pooling saves the day



Partial pooling saves the day



Partial pooling saves the day!

No pooling
Partial pooling



Partial pooling saves the day!

No pooling player intercept No pooling player slope
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Comparison to lmer

O  lmer




