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Using JAGS

• JAGS allows you to fit Bayesian models given a 
dataset, a model structure, and specific sampler 
behavior. 

• You can interact with JAGS through R using the rjags
and run.jags packages. 

• More information about JAGS can be found online, 
or in the textbook. 



Using JAGS

• Think of JAGS as an independent R workspace.

• Any information JAGS will need has to be passed as 
data.

• This includes dependent and independent 
variables, counters and so on.

• A model file must also be passed, analogous to an R 
function.



Using JAGS

• JAGS takes these, applies model to data.

• Returns samples from posterior distribution of 
parameters, given the priors, data, and model 
structure

• Packages like rjags and run.jags act as an interface 
between R and JAGS.



NBA Data

• We are going to be using NBA data throughout the 
class:

• Information about players and player statistics for 
the 2018-2019 regular season. 

• Information about the outcome and attendance 
for every game for the 2018-2019 regular season.

• Box score information for every game in the 
2017-2018 season. 



NBA Data

• We ask: What is the average height of NBA players?

• Our data will be the vector of heights. There are no 
predictors.



• Can we ask this question through traditional 
approaches (e.g., NHST)?

• Significance testing is black or white, no room for 
shades of grey.

• Bayesian  modelling is mostly focused on estimation. 
These are only shades of grey. 

Q:What is the average height of NBA players?



One-sample Model

• Roughly equivalent to a one sample t-test, or a 
regression with only an intercept. 

• We assume: 
• independent samples (�) in a single group. 
• samples are approximately normally-distributed 

(this matters less). 

�~�(�, ��)Our data

Our data-generating mechanism

Parameter of interest



One-sample Model: t-test



The general linear model

• The general linear model encompasses many popular 
analysis methods.

• Most ‘named’ statistical tests are special cases of the 
general model. 

• All our models can be implemented as regression 
problems specified by regression equations. 



One-sample Model: Regression

• We can treat this 
as a regression 
including only an 
intercept.

• This approach 
provides much 
more information 
than a t-test. 



lm models in R

• R does hidden work involving formula expansion and the 
inclusion of indicator variables. 

ℎ���ℎ�~�(�, ��)

� = (���������) ∗ ���������

• Our model includes one 
indicator variable that 
always equals 1 for the 
intercept. ��������� = 1



lm models in R



Data in lm models

• Data is passed using the formula and the data 
parameter.

• lm names coefficients after the predictors.



Data in JAGS

• Data is passed to 
JAGS in a list.

• Each element is a 
different element 
of the list. 



Data in JAGS

• Information like 
the total number 
of observations 
can be hard-
coded or passed 
as a variable (e.g, 
Ntotal or 342).

• But not using 
nrow() inside 
JAGS. 



JAGS Models

• Think of a model as a single ‘step’ or estimate of the 
posterior density. 

• So the model must include the calculation of the 
likelihood and the prior for every parameter. 

� � � ∝ � � � ∗ �(�)



One-sample Model: Bayesian

� � � ∝ � � � ∗ �(�)

Model 
Output



One-sample Model: Bayesian

• Our data-
generating models 
are made explicit in 
the likelihood. 

ℎ���ℎ�~�(�, � �)

� = �� ∗ ���������



Writing Model Equations

�~�(�, ��)

�~�(α� + β��� + β��� + ⋯+ β���, �
�)

�~�(�, ��)

� = α� + β��� + β��� + ⋯+ β���

Usually we want to model 
the mean as a function of 
several predictors

We will split this into 
two separate steps.



Writing Model Equations

�~�(�, ��)

• Note that � is not a random variable, it is the fitted 
value/linear predictor.

• As such, it does not receive a prior distribution. 

� = α� + β��� + β��� + ⋯+ β���



Writing Model Equations

��~�(��, �
�)

• It also has a trial-specific value (for trial i).

�� = α� + β���� + β���� + ⋯+ β����

Note that the model coefficients are do not vary by trial!



One-sample Model: Bayesian

• More correctly, our 
model is:

• I will tend to omit 
trial indicators for 
simpler models. 

ℎ���ℎ��~�(��, � �)

�� = �� ∗ ����������



One-sample Model: Bayesian

• Our model has 2 
estimated parameters. 

• These are given priors.

�~�(�, ��)

��~�(0, 1000
�)

�~ℎ�������ℎ�(0,100)



Model of a t-test

• The likelihood 
loops through all 
the observations. 

• The prior 
distributions don’t 
involve a loop.



Modeling Variances

• JAGS specifies normal 
distributions using the 
inverse of the variance 
(the precision).

• If you model gaussian 
scale parameters as 
indicated, you can 
directly observe the 
standard deviation. 



Half-Cauchy Distribution

• A t-distribution with one df is a Cauchy distribution.

• When negative values are truncated, it is a half-Cauchy.

• This distribution is useful for priors on scale parameters 
(e.g., �)

�~ℎ�������ℎ�(0,1)



Choosing Priors

• What really matters is 
the ‘shape’ of the prior, 
and its location. 

• For now we are using 
‘vague/diffuse’ priors.

• These provide 
essentially no 
information.



Fitting the model

• Tell JAGS what parameters/variables to monitor.

• Call the run.jags function. 

• The parameters specify the behavior of the sampler.



Fitting the model

• The function will return the posterior samples for 
each monitored parameter in an R object. 

• We will mostly be working directly with the posterior 
‘chains’: matrices where each row is a sample and 
each column is a parameter.



Inspecting Our Model

• A couple of things we want to do after fitting:

• Check the effective sample size. 

• Check out trace plots for each parameter.



Model Information

• Our chain contains two columns: estimates for ��
and �. 

• We have as many estimates as there were steps in 
our chain. 

• The posterior mean estimate, the mean of the 
samples, is equivalent to the ML estimate of the 
parameter.

• The standard deviation of the samples is equivalent 
to the standard error of the parameter.  



• Because our priors are diffuse, they should have 
basically no effect on our analysis.

• E.g., a prior on �� with a � of 10,000 means we 
expect NBA players will be somewhere between 
20,000 and -20,000 inches tall.  

Comparing the Approaches



Comparing the Approaches

� � � ∝ � � � ∗ �(�)

� � � ≈ � � �

• Conclusion: We can make our ‘Bayesian’ Analysis as 
‘Frequentist’ as we want given our model structure. 



Comparing the Approaches



Credible Intervals and Values

• We create credible 
intervals by focusing 
on the Highest 
Density Intervals of 
the posterior 
probability. 

• There is no p-value because there is no null hypothesis. 

• Instead we focus on credible values and credible 
intervals. 

Highest density
Quartile ranges
Standard Deviation



Credible Intervals and Values

• The posterior distribution of a parameter represents 
the range of most credible values for that parameter, 
given our data and model structure. 

��• The 95% highest-density 
interval of a distribution 
represents the shortest 
range that encloses 95% 
of the distribution. 



Credible Intervals and Values

• We can say there is a 95% probability that our 
parameter is enclosed in our credible intervals. 

��• This allows us to 
sneak NHST-style 
testing into our 
Bayesian framework.



Credible Intervals and Values

• E.g. We may exclude average heights <78 easily 
based on this analysis.

��• We can even get a 
‘Bayesian p-value’ by 
finding the percent of 
samples above or 
below certain values. 



Credible Intervals vs. Confidence Intervals

• Note how credible intervals differ from confidence 
intervals. 

��

• Under replication, 95% of 
confidence intervals will 
contain the true 
parameter. 

• Specific parameter values 
are not more or less likely 
from this perspective. 



Inspecting Our Model

�� �



Slightly Different Conclusions

• NHST: We conclude that the height of NBA players is 
not zero (p<0.001). Further, there is a 95% 
probability that the value of the parameter is 
somewhere between 78.6 and 79.3 inches.

• Bayesian: We conclude that our best guess is for 
mean NBA player height is 78.9 inches. Further, 
there is a 95% probability that the mean height is 
somewhere between 78.6 and 79.3.


