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Experimental Data

• We are going to carry out the analysis presented in 
from Harmon et al., with some minor tweaks. 

• Listeners were presented with single words (beer, 
pier, pear, bear).  

• Initial stops varied along 2 F0 steps and 3 VOT steps 
(fully crossed).

• Listeners were asked to determine wither the initial 
consonant was /b/ or /p/.  

https://www.sciencedirect.com/science/article/pii/S0010027719300666?via%3Dihub


Experimental Data

• There were 3 training conditions A, B, C, crossed with two 
modality conditions (unimodal, bimodal), resulting in 6 
training groups.

• There were 180 subjects, 30 nested in each group.

• We are interested in the following factors (levels in 
brackets): training condition (3), modality (2), f0 (2),  
subject (180). 

• We are going to treat VOT as a continuous predictor and 
give it values of -1, 0, 1.  



Analysis

• We are going to carry out a multilevel Bayesian 
regression analysis on this data. 

• Our analysis is equivalent to this lmer model:

• Which is kind of like this one except we treat 
Condition as a ‘random’ effect. 

glmer (y ~ f0 ∗ vot ∗ C ∗ M + (f0 ∗ vot|S), family = ′binomial’)

glmer (y ~ f0 ∗ vot ∗ M+ (f0 ∗ vot ∗ M|C) + (f0 ∗ vot|S), family = ′binomial’)



Analysis

• We are predicting the probability that y =1 as a 
function of VOT, f0, condition and modality, with all
possible (supported) interactions.

• We are treating every single multi-df predictor as a 
‘random effect’ and potentially applying shrinkage.

glmer (y ~ f0 ∗ vot ∗ M+ (f0 ∗ vot ∗ M|C) + (f0 ∗ vot|S), family = ′binomial’)



Workflow

• I am going to outline a 
fully-worked example 
of my typical 
workflow. 

• Beginning with getting
the data ready from
analysis, and ending
with preparing figures
and tables for a
manuscript.



Model.R

• 0% chance of a big 
model working the 
first time.

• Start small. Run it 
and check the 
output. 

• If it works as 
expected, add 
another term and 
run again.   



Model.R

• If you’re trying to 
find out why it 
didn’t work, you 
can make the 
model simpler by 
commenting out 
components in the 
likelihood. 

• Here, my model 
contains only a0 
and S. 



1_Initial.R

• ‘Boot’ script. 

• Loads packages, 
functions. 

• Source files with 
functions if there are 
too many. 

• Load data into R 
(usually from text files 
in my case).



1_Initial.R

• An alternative is to
save the workspace
and only load
packages.

• Sometimes it is useful 
to see and modify
what you load into a
session.

• I use both approaches 
(often together).



2_fitting.R

• Set up the list containing your data. 
• Decide which parameters to monitor
• Run chain.



2_fitting.R

• I usually adapt and burn in 1000-5000 each. 

• Use as many cores as possible. Leave 1-2 free. 

• Sampling is divided by the cores so if you want 6000 
samples and have 6 cores you only need to sample 
1000. This makes things much faster. 

• The amount of thinning required depends on the 
model and data. I usually start with 5.  



2_fitting.R

• More samples mean larger files and longer fitting 
times. 

• Run as many samples as you need to feel confident 
in your conclusions. E.g., if you are interested in 95% 
credible intervals, you want more than 95 samples. 

• 5000-10000 samples is a good target. 

• After fitting I save the JAGS model as an RDS file. 



Debugging

• You run your model the first time to see what is
wrong with it. The second time is to see what else is
wrong with it…. Etc.

• JAGS errors are informative and usually pretty
helpful.

• Errors refer to line numbers that may not match the 
lines in the model. 

• If errors don’t make sense to you, google them.



Debugging: Recommended Reading



Debugging



Debugging

• The prior on Psd is commented out. 

• This will cause JAGS a problem since it cannot 
calculate a posterior. 



Debugging

JAGS lets us 
know the 
variable has 
no prior and it 
not the result 
of an 
equation. 

It is ‘unknown’ 
to the model.



Debugging

• Here a variable has the wrong name so no data is 
passed to JAGS. 

• This will cause JAGS a problem since it cannot 
calculate a posterior. 



Debugging

JAGS lets us 
know the 
variable has 
no prior and it 
not the result 
of an 
equation. 

It is ‘unknown’ 
to the model.



Debugging

• text

text

There are 5 levels
of P but I only
initialized 4. 

So the P vector 
causes an error. 



Debugging

• text

text

Here I gave the 
variance a prior 
that includes 
negative values. 

This results in 
invalid values. 
The ‘parent’ is 
the prior. 



3_centering.R

• After fitting the model you might have to center the 
parameters.

• This can be avoided if you use software to fit your
models for you.

• I made an independent script because this model 
requires a lot of centering.

• I want to highlight the beginning and the end. 



3_centering.R

• Read in the JAGS 
model and make it 
into a chain matrix. 

• Center the chain and save 
this as another RDS files. 

• If anything goes wrong you 
have the original model. 



• The Analysis is based on the chain matrix.  

• First, we need to make sure that the chains have 
converged and that we have enough samples.

• We also need to confirm that we centered correctly. 

• Considering the effective sample size, and trace plots 
of our parameters help us accomplish this.

4_analysis.R



Centering and Trace plots

• If you center 
incorrectly or 
specify the model 
incorrectly, you 
will end up with 
trace plots and 
histograms that 
look ‘bad’. 

Before
Centering

After
Centering



• Sometimes the sampler gets stuck in one spot for
several samples.

• When this happens, you end up having fewer
samples than you might think.

• The effective sample size takes into account the 
autocorrelation of the samples to consider how 
many independent samples you effectively have. 

Effective Sample Size



Effective Sample Size



Effective Sample Size

ESS = 266



Effective Sample Size

ESS = 1305



Thinning

All samples

Every 5th sample

Every 10th sample

N = 6000, ESS = 1305, 21%

N = 1200, ESS = 546, 46%

N = 600, ESS = 600, 100%

• More thinning means fewer 
samples need to be recorded 
for any given precision. 



• The effective sample size for the parameters I am 
interested in are high enough. 

• I am not worried about the low sample sizes for the 
random effects (more on why later).

• This model is good enough for exploration and even 
a final analysis. 

• However, I would probably still run it again overnight 
with thinning of 50-100 for the final model.  

Effective Sample Size



Inspecting the ‘Bundles’



Inspecting the ‘Bundles’



Inspecting the ‘Bundles’



• Our model has 932 estimated parameters. Where to 
begin?

• I recommend a Bayesian ANOVA as described in 
Gelman (2005).

• This analysis is actually a closer approximation of an 
‘analysis of variance’ than what can be done with a 
traditional ANOVA. 

Bayesian ANOVA

http://www.stat.columbia.edu/~gelman/research/published/banova7.pdf


ANOVA Table

But traditionally we base our 
inferences on these other statistics. 

We are 
interested in 
analyzing the 
sources of 
variance in 
our data. 



ANOVA Table

• The effect magnitudes 
are 6 between steps 
for both levels. 

• This is not reflected in 
the SSQ, MS, F or p-
values. 

• These values depend 
on the design of the 
experiment. 

Effect magnitudes.



• Gelman recommends focusing on the ‘finite-sample 
standard deviations’.

• These are the standard deviation of each bundle of 
coefficients, for each step in the chain. 

• The distribution of these values directly reflect the 
dispersion of the coefficients form the grand mean. 

• This will directly reflect whether a predictor is a large 
or small source of variance in our data.

Bayesian ANOVA



Bayesian ANOVA



The ‘Guessing’ Parameter

• Our model includes a ‘guess’ parameter that 
combines our systematic predictor with a random 
guess.

• This is explained in the chapter on logistic regression 
in DBA2.

• Here, we estimate a different guessing parameter for 
each subject. 



The ‘Guessing’ Parameter



Testing Contrasts

• After a general exploration we may want to move to 
testing individual contrasts. 

• We may also jump straight to this is contrasts are 
known a priori. 

• We can test any contrasts by subtracting parameters. 

• We can recreate any desired parameter values by 
adding appropriate parameters. 



These could be 
a Table and a 
Figure in our 
paper. 

Testing Contrasts



Recovering Predicted Values

• To recreate individual values we need to add 
parameters. 

• What are the predicted deviations from the grand 
mean for each training type?

• This involves adding together the effects for 
condition, modality, and the condition x modality 
interaction. 



Recovering Predicted Values

C + M + CM
C - M - CM



What to Report?

• Report means and credible intervals for parameters, 
or combinations of parameters of interest. 

• This can be presented in tables or in text.

• I put a couple of example articles on Orbund. 

• DBA2 contains information about what to report. 



Figures

• Report means and credible intervals for parameters, 
or combinations of parameters of interest. 

• This can be presented in tables or in text.

• I mostly present results using figures like these:




