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From the last time: Maximum Likelihood

The Maximum Likelihood framework

Maximum Parsimony (MP): select the tree(s) that requires the
smallest number of changes of state

Maximum Likelihood (ML): select the tree(s) and model parameters
that maximize the likelihood: p(data|T ,M)

The precise shape of p(data|T ,M) will differ, based on our
assumptions — and goals

For example, we can choose the class of models M with the same rate
of change, or allow rate heterogeneity between characters (=sites)
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From the last time: Maximum Likelihood

Choices in the ML framework

How to treat states at the root is another good illustration.

We need p(0 at the root) and p(1 at the root) for each site.

Our options:

1 Set p(0 at the root) in advance: e.g., choose 0.5, or the percentage of
0s in our observed data. (Note that p(1 at root) = 1− p(0 at root).)

⇒ p(0 at the root) is a constant in the model

2 Estimate p(0 at the root) by ML: find such a value that makes the
overall p(data|T ,M, p(0 at the root)) the highest

⇒ p(0 at the root) is a parameter in the model

3 Estimate the specific state at the root by ML, independently for each
character: compute p(data|T ,M, (0 at the root) or
p(data|T ,M, 1 at the root), and pick the greater one

⇒ the exact state at the root at each character is a parameter
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From the last time: Maximum Likelihood

The ML framework vs. the available tools

The theory behind maximum-likelihood estimation is relatively simple.

However, searching for the max. of p(data|T ,M) is a hard task.

Partly as a consequence, the existing ML phylogenetic tools usually
implement only a subset of what is possible in the ML framework.

Example:

Theoretically, it is possible to estimate jointly the character states at all
the internal nodes of the tree.

In practice, though, it will result in an extremely high # of possibilities.

As far as I know, there are no tools that perform such a search.
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From the last time: Maximum Likelihood

Interpreting bootstrapping results

A common situation is when bootstrap supports do not increase or decrease
monotonically as you go up the tree:

68% means that in 68% of the BS trees, exactly these 8 languages form a
clade. But the internal structure of the clade may differ.
18% means that Czech and Slovak are a clade only in 18% of the trees.
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Bayesian phylogenetics

Motivating Bayesian phylogenetics

The ML way: pick parameters θ (including the tree T ) that maximize
p(data|θ).

One way to test the ML result: bootstrapping.

But bootstrapping only tests robustness.
What we might want to know: are there other sets of θ that are
almost as good as the optimum that we found?

Imagine the following hypothetical situation:

T1 is the ML estimate for our data.
However, unknown to us, a certain T2 is almost as good. But with the
ML, we will never know about it.

⇒ we might want to know the distribution of very good sets of θ
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Bayesian phylogenetics

Motivating Bayesian phylogenetics

For the ML estimate, we optimize to reach maximum p(data|θ).

How to pick other almost as good sets θ′?

Attempt 1:
Find such θ′ which make p(data|θ′) almost as high as p(data|θ).
⇒ wrong! p(data|θ′) is the probability of data.
What we need instead is the reverse, the probability of parameters θ
given the data we observed data, namely p(θ|data).

Attempt 2:
Sure. I get that the distribution p(θ|data) is what I need.
If θ has a high value in that distribution, that’s my “almost as good” θ.
But how do I get p(θ|data)?
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Bayesian phylogenetics

How do I get p(θ|data)?

From the basic rules of probability, we have:

p(θ, data) = p(θ|data)p(data) = p(data|θ)p(θ)

After dividing by p(data), we get:

p(θ|data) = p(data|θ)p(θ)
p(data)

What exactly is p(data)?

It is simply a normalizing constant that ensures that
∑

θ p(θ|data) = 1, as any
probability distribution should. It follows that p(data) must be the sum of all
possible numerators of our expression:

p(data) =
∑
θ

p(data|θ)p(θ)
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Bayesian phylogenetics

Frequentist vs. Bayesian

You might have heard about the debate in statistics between frequentists
and Bayesians.

Long story short, frequentist statistics treats statistics as relative frequency
in the limit of infinite observations. Since we do not actually observe model
parameters θ in the outside world, there is no notion of probability of
parameters/models in the frequentist paradigm.

Bayesians treat probability as a measure of uncertainty, and under that
conception, it makes perfect sense to talk both of p(data) and of p(θ), since
we do not know θ.

For our practical purposes, if we want to talk about relative probabilities of
models, it already means we are Bayesians.
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Bayesian phylogenetics

Relation between ML and Bayesian posteriors

ML estimate: θ that maximizes p(data|θ)

Posterior distribution: p(θ|data) = p(data|θ)p(θ)
p(data)

Note that p(data) is a constant, so we can also say:
p(θ|data) ∝ p(data|θ)p(θ) (read: proportional to)

p(θ) is called the prior distribution over model parameters θ.

If we have a “flat” prior over θ (that is, a uniform distribution where each θ is
equally likely), then it is clear that the ML estimate for θ is also the one
set of parameters with maximal p(θ|data).
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Bayesian phylogenetics

Relation between ML and Bayesian posteriors

ML estimate: θ that maximizes p(data|θ)

Posterior distribution: p(θ|data) ∝ p(data|θ)p(θ)

With comparable assumptions, we can see the ML estimate as a point
estimate that is the maximum of the Bayesian posterior. The posterior
then provides a sort of confidence interval around that point estimate.

Importantly, computing p(data|θ) is crucial for both ML and Bayesian
posterior estimation.

⇒ there is a lot of conceptual and probability-theoretic work that is
common to the two modes of inference!
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Bayesian phylogenetics

Components of a Bayesian analysis

What is included in θ that affect p(data|θ) in phylogenetics?

The tree topology

The tree’s branch lengths

Assumptions about the states at the root

Parameters of the evolutionary model:

in model Mk, rate α
in Mk with rate heterogeneity, α as well as two parameters defining a
gamma distribution

Later on, we will introduce models where branch lengths are in calendar
years instead of abstract units of change; then we’ll need some more
parameters to connect change and calendar time.
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Tree priors

Priors for the components

For each of the components, we need a prior distribution p(θ).

In principle, we can just use flat (=uniform) priors and be done with it.

In practice, though, there are at least two reasons to go more complex.
1 For the tree parameters, a prior may be defined not directly, but as a

distribution following from a certain model of evolution. The prior will thus
express our (more or less) sophisticated assumptions about the change
process.

Moreover, the uniform prior actually does not correspond to a known
definition of a tree process... So viewed this way, we don’t really know what
we are doing with a uniform tree prior.

2 By modifying priors on e.g. rates of evolution, we can explore specific
hypothesis about our change process, as well as incorporate our prior
knowledge about it.
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Tree priors

Priors for the components

We already discussed a little assumptions about the states at the root.

What we did not discuss is assumptions about trees.

Interestingly, for many mathematically studied and phylogenetically
used tree-creating processes, the distribution of the tree topology is
independent of the distribution of the branch lengths.

tree prior = tree-shape prior + branch-lengths prior

NB: Different phylogenetic packages treat the tree prior differently.
E.g., MrBayes has separate definitions for the two components, so if you don’t
know they form a tree prior together, you can be confused. With the opposite
strategy, BEAST defines the two priors through a single input form, so you might
remain unaware that under the hood it consists of two different components.

Igor Yanovich 18 / 40



Tree priors

A uniform prior on trees

Tree shape: all shapes are equally likely.

Branch lengths: uniform length between 0 and some arbitrary a.

Problem 1: this does not really correspond to a known process
creating trees!
For an accessible discussion, see [Velasco, 2008].

Problem 2: despite appearances, this prior is actually very informative
(quite the contrary to what we intuitively want to achieve with a
uniform prior!)
See [Rannala et al., 2012] for a good technical explanation of why the uniform
prior goes really wrong and leads us to estimate unjustifiedly long branch lengths
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Tree priors

Two types of approaches

“Pragmatic” approach: find priors for branch lengths that are more
uninformative

⇒ stem from convenience considerations, not from any particular
model of a tree-creating process

Example: [Rannala et al., 2012], the “compound Dirichlet prior”

(we will not cover this for reasons of time)

“Model-based” approach: find the distribution of the branch lengths
that follows from a well-defined tree-generating process

Example: priors defined in Tanja Stadler’s series of papers [Stadler, 2008],
[Stadler, 2009], [Stadler, 2010] based on the birth-death model of speciation
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Tree priors

Birth-death tree prior

(Species) birth-death process:

the rate λ of new lineage splits occurring is constant through time
the rate µ < λ of a lineage going extinct is also constant through time
(optionally) existing species are sampled with probability f

Tree shape: all shapes are equally likely
Convenient, isn’t it? Just like in the uniform tree prior!

Branch lengths: defined based on the birth and death parameters

E.g. for birth-death without sampling complications, [Stadler, 2008, Th. 2.5]:

But software like MrBayes or BEAST will actually take care of that for you: you’ll
only need to define λ and µ, as well as f if you want it.
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Setting up a Bayesian MCMC analysis
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Setting up a Bayesian MCMC analysis

So how does this actually work?

Recall the parameters we need:

The tree topology and the branch lengths
E.g., uniform tree prior (bad choice) or birth-death tree prior (one of the
good choices)

Assumptions about the states at the root

Parameters of the evolutionary model, e.g. rate of change α

By now, we’ve covered all three major necessary types above.

What’s next?

In practice, we cannot really hope to compute p(θ|data) = p(data|θ)p(θ)
p(data)

The problem is p(data), which is a hu-u-uge sum.

Igor Yanovich 23 / 40



Setting up a Bayesian MCMC analysis

So how does this actually work?

1 But while computing the absolute p(θ|data) is not really an option for
complex models, computing a ratio for two sets of θ is very easy:

p(θ1|data)
p(θ|data)

=
p(data|θ1)p(θ1)

p(data)
/
p(data|θ2)p(θ2)

p(data)
=

p(data|θ1)p(θ1)
p(data|θ2)p(θ2)

⇒ The p(data) terms got canceled!

So the first trick is to only use ratios.
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Setting up a Bayesian MCMC analysis

So how does this actually work?

2 Though we cannot compute the distribution p(θ|data), we can sample
from it.

If we draw enough samples from p(θ|data) (say, a million), called the
posterior (distribution of parameters given the data), our set of samples will
approximate the posterior itself!

Indeed, if θi has high posterior probability, i.e. p(θi |data) is relatively high, we will
have a better chance to draw that θi than some θj with low posterior prob.
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Setting up a Bayesian MCMC analysis

So how does this actually work?

3 A clever algorithm that guarantees we will (eventually) be sampling
from the posterior p(θ|data):

Start with random θi , including tree Ti .

Pick a new proposal θj , including Tj .

Compute r =
p(θj |data)
p(θi |data)

.

If r ≥ 1, replace θi with θj . (=If the new proposal j is better or equally good,
accept it.)

If r < 1, draw a random number a from [0, 1]. If a < r , accept θj instead of
θi ; otherwise, keep θi .

Go back to the step of choosing a new proposal, with the current proposal as
new θi . (NB: The algorithm never terminates!)

The important thing: somewhat astonishingly, this simple procedure
guarantees to lead us into the true posterior distribution.
Technically, the posterior is provably the equilibrium distribution of this process of
proposal drawing.
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Setting up a Bayesian MCMC analysis

So how does this actually work?

Bayesian Markov-chain Monte Carlo (MCMC) phylogenetics:
implement the above algorithm (or some similarly working alternative),
and run it for a very long time.

At some point, the MCMC should enter the equilibrium distribution.

We constantly sample, say, each 1000th proposal. (We should not sample
every and each because they would be autocorrelated, which is not a good thing.)

At the end of our long run, we discard the initial portion of the
samples, called burn-in. Our goal is to only retain the samples that are
already from the true equilibrium.

Unfortunately, there is no error-free diagnostic that tells us when we are already in
the posterior. However, in practice we can examine the plot of posterior values for
drawn θ. If they arrived at a plateau, we have reason to believe we are in the true
posterior territory: during the burn-in, these values climb up.
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Setting up a Bayesian MCMC analysis

An MCMC analysis: summary

Input: priors on parameter values

Sampling and burn-in: we choose how frequently to sample, and how
much to discard as burn-in

Output: a large set of estimates θ (including trees T ), which, if
everything went well, have been sampled from the true p(θ|data).
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Setting up a Bayesian MCMC analysis

Exercise: setting up an analysis in MrBayes

1 Open MrBayes (mb) in your command line. Create a directory “Slavic”
and download a new version of our Slavic datafile into it:
Canvas/Files/Datasets-and-code/IELex2015-Slavic-MrB.nex

Run command set dir = Slavic in MrBayes.

2 Read in the data: execute IELex2015-Slavic-MrB.nex
You should see “Successfully read matrix” and “Reached end of file”

3 Show the current model parameters: run showmodel

4 Set the parameters of the MCMC algorithm:

mcmcp filename = Slavic-short
mcmcp samplefreq=100 savebrlens=yes
mcmcp ngen = 10000 nchains=4 printfr = 100 diagnfr = 100
mcmcp burninfrac = 0.1
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Setting up a Bayesian MCMC analysis

Exercise: setting up an analysis in MrBayes

5 We set up a birth-death prior. The topology prior is already set (it’s
uniform), and we need to set the branch length prior through the
parameters of the birth-death process.

The parametrization is a bit different from what we saw, but equivalent to
it: the two parameters are (i) net diversification λ− µ, which “lives” in
parameter speciationpr, and (ii) turnover µ

λ , which “lives” in
extinctionpr.

We can choose very wide uniform priors for both: uniform(0, 1) for λ− µ,
and beta(1,1) for µ

λ , which actually amounts to uniform(0,1).

prset brlenspr = clock:birthdeath
prset speciationpr = uniform(0,1)
prset extinctionpr = beta(1,1)
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Setting up a Bayesian MCMC analysis

Exercise: setting up an analysis in MrBayes

6 We set rate variation between sites, leaving in place the default prior
for the gamma distribution.

lset rates = gamma ngammacat=4

MrBayes runs an approximation to the true gamma distribution with k discretized
rate categories. Otherwise it would be computationally too expensive. ngammacat
set the # of categories used, and apparently 4 is often a sufficient #.

7 We choose a coding scheme appropriate for our data (see the next
section to see what this is about)

lset coding = all
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Setting up a Bayesian MCMC analysis

Exercise: setting up an analysis in MrBayes

8 Run the analysis!

mcmc

9 Type in “no” when prompted to continue

10 Run two summarizing commands:

sump
sumt

11 You are done!

Now the issue is interpreting what you computed.
Actually, you should not use such short analyses. Even for a small dataset like the
Slavic one, you’ve hardly reached the equilibrium after just the first 10%=1000
proposals, which was our selected burn-in.
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Ascertainment bias / invariable characters

Ascertainment bias / invariable characters

We use Mk-based models for lexical data.

But in biology, they were formulated for morphological data:
morphological properties of organisms, such as the number of eyes,
the presence of wings, etc.

Biological morphological characters face a unique data collection
problem.

Suppose you record important morphological features to later run a
phylogenetic analysis.
Naturally, you concentrate on those features that vary.
Moreover, even if you wanted to faithfully record the constant features,
which ones and how many should you record? The idiosyncratic nature
of your data does not really help...
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Ascertainment bias / invariable characters

Ascertainment bias / invariable characters

Ascertainment bias [Lewis, 2001] is a modification to Mk that corrects for
the absence of constant characters in your data. For biologists, this is
extremely useful.

But linguistic lexical data are collected differently.
We have a pre-defined meaning list.
For each meaning, we write down words expressing it for each language.
We mark cognacy relations.

Because of this procedure, if there is a constant character in our data
(=all languages use the same cognate class for some meaning), we
would record it. It’s nothing special.
Well, strictly speaking, if there was a cognate class in the family but we failed to
record it because none of the sampled languages used it, we would miss that class.
So normally we do omit all-absence characters. In practice, this does not seem to be
a significant problem, though.

Important practical point: don’t use ascertainment bias!
Beware, sometimes it is the default setting. (Not in RAxML, though.)
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Summary of Class 4

Main points of Class 4

1 Bayesian MCMC runs for a long time, drawing samples θ from the
posterior p(θ|data). Parameters θ include the tree topology and the
branch lengths

2 To set up a Bayesian analysis, you need to specify a model and priors
for the model’s parameters

3 p(data|θ) is a quantity crucial for both ML and Bayesian MCMC

4 Tree prior = topology prior + branch-length prior

5 Gamma rate heterogeneity can be used in a Bayesian MCMC analysis
just as we used it for ML

6 Ascertainment bias/coding of characters: never use the setting
“variable” (or equivalent), unless you really know what you are doing
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Homework 4
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Homework 4

No obligatory or new extra readings this time.

Assignment 4.1:

Very simple: just run an analysis like we did, but for reals, changing the
MCMC parameters to set up a longer run, as directed in the
description on Canvas.
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