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From the last time: MP and NJ

Maximum Parsimony and Neighbor Joining

Maximum Parsimony (MP): select the tree(s) that requires the
smallest number of changes of state

Neighbor Joining (NJ): (i) compute a distance matrix; (ii) find a tree
where language-to-language paths approximate that distance matrix

Both MP and (naive) NJ are fast but crude methods

Today, we will learn a much less-crude, model-based method:
Maximum Likelihood.
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From the last time: MP and NJ

Bootstrapping

Bootstrapping: if you have N characters, sample characters N times with
replacement from your dataset.

This way, you derive one pseudo-dataset, or bootstrap replicate, where some
characters are copied several times, and others failed to be sampled.

Create a considerable # (e.g. 1000) of such datasets, and apply to each of
them your original inference method.

For each clade of the original tree, count how many of the bootstrapping
results contain that clade. Divide by the # of pseudodatasets. This is your
bootstrapping support.

Obtained confidence values/supports may be visualized on the original tree.
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From the last time: MP and NJ

Exercise

1 Compute a Slavic NJ tree using the commands in the
code-for-class-2.r.

2 Run the following two commands:
slav.NJ.BS = bootstrap.phyDat(slav.phyDat,
NJ_from_cognacy_data, bs=100)

plotBS(slav.NJ, slav.NJ.BS, type="phylogram")

3 What can we say about the robustness of our NJ results?
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From the last time: MP and NJ

A bit more on robustness

What does it mean when some {A, B, C} does not come out as robust?

The grouping is real, but recovering it is very sensitive to the data input.

The grouping is not real, and we only recovered it because of chance
fluctuations.

What causes those fluctuations? There definitely must be conflicting signals
in our characters if we get low supports.

But the underlying ground truth may differ:

Case 1. In the overall true pool of data, there is overwhelming support for
the grouping. But for our dataset, we were unlucky to sample many
characters going against that majority.

Case 2. In the true pool of data, there is no clear majority. Our small sample
represents the overall pool well.

⇒ statistical accident vs. true mixed heritage!
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Maximum Likelihood
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Maximum Likelihood

Motivating Maximum Likelihood

Example where more data actually leads parsimony to become more
and more certain about a wrong tree (long-branch attraction:

(from Felsenstein via [Swofford et al., 1996])

L1

AABB

L2

AAAA

L3

ABBC

L4

AAAA

AAAA AAAA

AAAA

F1 is constant and thus uninformative
F2 is uninformative because it requires one change on any tree
F3 misleadingly suggests ((L1,L3),(L2,L4))
F4 is uninformative because it requires two changes on any tree
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Maximum Likelihood

Motivating Maximum Likelihood

The cause of the problem:

L1 and L3 look more similar to each other than they do to their true
sisters L2 and L4.
This is because L1 and L3 have had many changes in their characters
(this is what we represent by long branches).

Example: suppose character α switches between 0 and 1 on average one
time in 1000 years. We observe the evolutionary process after 10,000 years
have passed, and see that α = 1.
Intuitively, how much does it tell us about the starting value of α?

Maximum Likelihood can deal with this problem.
Informally, it automatically discards the information in fast-changing characters
after long branches — where parsimony takes them at face value (incorrectly).
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Maximum Likelihood

Maximum likelihood

Suppose we already have a tree T .

Given a model M of character evolution, we can compute how likely it was
for our data D to have arisen on that tree.

This is the probability of data under our model, written p(D |T ,M).

A bit confusingly, the same quantity is also called L(M,T |D), or likelihood of the
model parameters (incl. the tree) given the data.

The idea of Maximum Likelihood is very simple: find the model parameters,
including the tree, under which the probability to generate our actual
observations is the greatest.
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Maximum Likelihood

Maximum likelihood

Example:
Data: Mary arrived at the conference 27 minutes after she left.

Model 1 (biking): Mary bikes. Her travel time is normally distributed with
mean 15 min and standard deviation 5 min — see the blue line.

Model 2 (walking): Mary walks. Her travel time is normally distributed with
mean 30 minutes and standard deviation 10 minutes — see the red line.
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⇒ If Mary walked, the probability she’d arrive in 27 minutes is relatively high. If
Mary biked, it’s relatively low. So the likelihood L(walk) is greater than L(bike).
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Maximum Likelihood

Maximum likelihood

In phylogenetics, implementing the Maximum Likelihood method
requires two components:

need to know how to compute the probability of observed data given a
fixed tree and a fixed set of model parameters

need to search through the space of trees and model parameters

For us in this course, it is really the first task that is relevant.
Which brings us to models of character evolution!
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Maximum Likelihood

The Mk model

Mk is perhaps the simplest model for multi-state character evolution
[Lewis, 2001]:

There are k possible states of each character

The probability of changing from any of the k states to any other in a
given tiny moment dt is constant and equal for all transitions; we
denote that probability with α

Branch lengths in this model are not actual time intervals, but define instead
the expected number of transitions on the branch.

On average, on a branch of length t the average number of changes we’ll
see, modulo the randomness of the process, is (k − 1)αt.
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Maximum Likelihood

A simple calculation

Let there be two states 0 and 1 (so k = 2), and let α = 0.1.

L1

L1: 0

L2

L2: 1
L3

L3: 0

A: x

B: y

5

4

10
5

For a branch of length t, here are the transition probabilities in the Mk model,
where i 6= j :

Pij(t) =
1
k
− 1

k
e−kαt Pii (t) =

1
k
+

k − 1
k

e−kαt

So if we knew the ancestral states x and y , we could have computed d(data|T ,M).
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Maximum Likelihood

A simple calculation

Since we fixed k and α, our transition probabilities are:

P01(t) = P10(t) = 0.5− 0.5e−0.2t P00(t) = P11(t) = 0.5+ 0.5e−0.2t

Let’s visualize those transition probabilities:

0 5 10 15 20

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

t

pr
ob
ab
ili
ty

P00 = P11
P01 = P10

As time goes by, all probabilities approach the equilibrium value 0.5.
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Maximum Likelihood

A simple calculation

L1

L1: 0

L2

L2: 1
L3

L3: 0

A: x

B: y
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Suppose we knew x = 0 and y = 1. We can then compute the probability of
the whole tree as follows:

p(L1-A) = P00(5) ≈ 0.684
p(L2-A) = P10(4) ≈ 0.275
p(A-B) = P01(5) ≈ 0.316
p(L3-B) = P01(10) ≈ 0.432

p(d |T , k = 2, α = 0.1, x = 0, y = 1) =
= p(L1-A)× p(L2-A)× p(A-B)× p(L3-B) ≈ 0.026

This works because evolution is independent in each branch.
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Maximum Likelihood

A simple calculation

L1

L1: 0

L2

L2: 1
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Now, of course we do not actually know x and y . But we may estimate.

If our simple model is all right, then at equilibrium (=after running for a very long
time), the probability that y = 0 is 0.5.

So if we assume equilibrium, we automatically get p(y = 0) = p(y = 1) = 0.5.

What about x? We can easily derive p(x = 0|y = 0) and p(x = 1|y = 0),
conditioning on y = 0, and similarly for y = 1.

And then we can again condition, this time on x , to get the probabilities of
observing 0 at L1.

p(L1− B|T ,M) = p(y = 0)p(x = 0 | y = 0)p(L1 = 0 | x = 0)+
+p(y = 0)p(x = 1 | y = 0)p(L1 = 0 | x = 1) + ...
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Maximum Likelihood

A simple calculation

L1

L1: 0

L2

L2: 1
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B: y

5

4

10
5

An intuitive way to think about this is solving by cases:

Case 1. y = 0, x = 0. The probability of that is 0.5× p(x = 0 | y = 0) ≈
≈ 0.342. Within this case, we compute the probability of generating our
observations conditioned on y = 0, x = 0, and we weigh that probability by
the prob. of the case as a whole.

Case 2. y = 0, x = 1. Similar reasoning, but the overall probability of the
case is 0.158, and that’s what we multiply by the probabilities of generating
our data in this condition.

Case 3 ...
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Maximum Likelihood

A simple calculation

L1

L1: 0
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p(D|T ,M) = p(D|T , y = 0, x = 0) + p(D|T , y = 0, x = 1)+

+p(D|T , y = 1, x = 0) + p(D|T , y = 1, x = 1) ≈

≈ 0.037+ 0.021+ 0.013+ 0.034 ≈ 0.104

Things to note:

There are 23 = 8 possible data sequences for our three languages.
But p(D|T ,M) < 1/8, which is the average probability per dataset.

Most p comes from the condition x = y = 0, which implies a single change,
on the branch A–L2.
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Maximum Likelihood

A simple calculation

Of course, with different branch lengths, the probabilities will change:

L1

L1: 0

L2

L2: 1
L3

L3: 0

A: x

B: y

T1

5

4

10

5

L1

L1: 0

L2

L2: 1

L3

L3: 0

A: x

B: y

T2

5

15

10

5

p(D|T1,M) ≈ 0.037+ 0.021+ 0.013+ 0.034 ≈ 0.104

p(D|T2,M) ≈ 0.063+ 0.015+ 0.022+ 0.025 ≈ 0.1254 > p(D|T1,M)

The greatest change is the increased contribution of x = y = 0.

Exercise: Why did it increase?
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Maximum Likelihood

Maximum Likelihood

Maximum Likelihood seeks to maximize the probability of our
observations by adjusting (i) the tree topology, (ii) the branch length,
and (iii) the model parameters.

In our little example, T2 was to be preferred over T1.

(The real maximum likelihood estimate would actually join L1 and L3, as they
have matching data.)

There are two types of expressions forming the likelihood:
p(0 at the root), p(1 at the root)

p(node M has 0 | node N has 0) = 1
2 + 1

k e
−2αt , etc.

⇒ Our estimates crucially depend on the probability distribution for the root.

⇒ α and t only appear as a product αt, together. So we cannot estimate rate α
and branch lengths t independently: if we re-scale α by factor a, we can get the
same likelihoods by re-scaling t by 1

a
. It thus makes sense to fix α (say, to 1).
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Maximum Likelihood

Exercise: simple Maximum Likelihood

1 Make sure you have program executable raxmlHPC or raxml and datafile
IELex2015-Slavic.phylip in the same directory, and go to that directory
in the command line.

2 Run this command: ./raxmlHPC -m BINCAT -V -p 12345 -s
IELex2015-Slavic.phylip -n SlavicAllSitesSameRate

-m BINCAT says to use the binary Mk model
-V means we use the same rate for all characters — not the default option
-s IELex2015-Slavic.phylip tells RAxML where the data are
-n SlavicAllSitesSameRate defines the suffix to add to the result files of this
analysis

3 The inferred tree is in file RAxML_bestTree.SlavicAllSitesSameRate.

Open it in Dendroscope, and compare with the NJ tree you still have in R.

Caveat: actually, we just ran a more complex model than described. It estimates 0 and 1
prob. at the root from the empirical distribution in the data, rather than use 0.5 and 0.5.
RAxML does not allow to explicitly set those. PhyML, another popular ML program, does
allow that, but it is harder to use with binary data than RAxML.
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Different rates of evolution in ML

Different rates of evolution in ML
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Different rates of evolution in ML

Adding rate variation

The power of Maximum Likelihood is its flexibility.

As long as we can define a sensible model of evolution, we can derive the
tree that our model favors.

A frequent worry, both in biology and in linguistics, is that the rate of
evolutionary change is not constant.

One type of variation is between species/languages.

Nicely, the method we introduced does not face that problem: our
branch lengths are not in years, but in expected #s of substitutions.

Well, once we’d like to work with real calendar time, we’d face that problem.
But wait until the next week for that.

Another type is variation between characters, also called sites.

Some words may objectively be easier to replace than others.
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Different rates of evolution in ML

Rate heterogeneity between sites
Recall the expressions for transitional probabilities:

Pij(t) =
1
k
− 1

k
e−kαt Pii (t) =

1
k
+

k − 1
k

e−kαt

They are defined independently for each character!

So far, we used the same α for each. But nothing prevents us to specify
different α-s for different sites.

However, simply allowing as many rates as characters is a very bad idea.

With n languages and m sites, we have n ×m binary datapoints.

From those data, in the basic Mk we need to estimate 2n − 3 branch lengths
and a single rate α (and remember that we fix that α so that lengths t and
α don’t jump all over the place in tandem). So we have roughly m/2
observations per estimated parameter.

If we allow an independent rate for each site, we add roughly m parameters.
So now we have roughly nm

2n+m
datapoints per parameter. Usually m >> n,

so it’d dominate the denominator, and we’ll have roughly n observations per
parameter. Now think about how large n would be in linguistics...
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Different rates of evolution in ML

Good solutions for rate heterogeneity

Solution 1: assume there are only k distinct rates α1, α2, ...αl . Each
site can be assigned to one of them.

⇒ extra (k − 1) parameters

Solution 2: rates for each character are randomly drawn from a
gamma distribution defined by two parameters k and θ.

⇒ only one extra parameter1

1 (Why not two extra param-s? We want the distribution to be fixed in terms of e.g. mean
value so that we can estimate branch lengths normally. Hence one of the two parameters needs
to be fixed, just as common rate α in the simpler model.)
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Different rates of evolution in ML

Gamma rate heterogeneity

How does this work?

For a site that shows many differences, a faster rate makes more sense.

For an almost uniform site, a slower rate is better.

Depending on how many fast, medium, slow sites you have, the optimal
gamma distribution will have a different shape.

Important point: we do not assign a specific rate to a specific site.
We integrate over all possible rates:

For each site i and for each rate r , we take p(r), probability of r
according to the current gamma-distribution parameters, and multiply
it by p(D i |r), the probability of data for i given the rate r .

If i is “slow”, then p(D i |r) will be high for “slow” r , and the terms for
slow r will dominate the overall integral.

The bottom line: with this method, we do not actually divide the
characters into “slow” and “fast” classes.
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Different rates of evolution in ML

Exercise: gamma rate heterogeneity

1 Run this command: ./raxmlHPC -m BINGAMMAX -p 12345 -s
IELex2015-Slavic.phylip -n SlavicGamma

-m BINGAMMA says to use the binary Mk model (BIN) with gamma rate variation
between site (GAMMA) as well as to estimate frequencies of 0 and 1 that
maximize the likelihood (X)
-s IELex2015-Slavic.phylip tells RAxML where the data are
-n SlavicGamma defines the suffix to add to the result files of this analysis

2 The inferred tree is in file RAxML_bestTree.SlavicGamma.
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Ascertainment bias / invariable characters
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Ascertainment bias / invariable characters

Ascertainment bias / invariable characters

We use Mk-based models for lexical data.

But in biology, they were formulated for morphological data:
morphological properties of organisms, such as the number of eyes,
the presence of wings, etc.

Biological morphological characters face a unique data collection
problem.

Suppose you record important morphological features to later run a
phylogenetic analysis.
Naturally, you concentrate on those features that vary.
Moreover, even if you wanted to faithfully record the constant features,
which ones and how many should you record? The idiosyncratic nature
of your data does not really help...
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Ascertainment bias / invariable characters

Ascertainment bias / invariable characters

Ascertainment bias [Lewis, 2001] is a modification to Mk that corrects for
the absence of constant characters in your data. For biologists, this is
extremely useful.

But linguistic lexical data are collected differently.
We have a pre-defined meaning list.
For each meaning, we write down words expressing it for each language.
We mark cognacy relations.

Because of this procedure, if there is a constant character in our data
(=all languages use the same cognate class for some meaning), we
would record it. It’s nothing special.
Well, strictly speaking, if there was a cognate class in the family but we failed to
record it because none of the sampled languages used it, we would miss that class.
So normally we do omit all-absence characters. In practice, this does not seem to be
a significant problem, though.

Important practical point: don’t use ascertainment bias!
Beware, sometimes it is the default setting. (Not in RAxML, though.)
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Final remarks about ML

Final remarks about ML
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Final remarks about ML

Problems? Open possibilities?

1 The ML framework allows us to estimate all model parameters.

One particularly useful thing to estimate is ancestral character states.

There are two types of such estimates, and quite a few methods aiming to derive
them. It’s a complex topic, and we won’t cover this in this course.

But if you are interested, here is a state-of-the-art linguistic study, to appear:
(Jäger and List, 2017) (the link leads to the pre-publication draft)

2 Current ML methods, as far as I know, tie together the probabilities at
the root and the character-change rates.
Transition probabilities define equilibrium probabilities. So if we take the root to
be at equilibrium, then by definition our root probabilities are already determined.
If we want to disentangle them from character-change rates, we effectively assume
the root is not at the equilibrium.
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Final remarks about ML

Problems? Open possibilities?

3 Similarly, current implementations do not give us an option for
specifying data at internal nodes.

For non-root nodes, doing this is actually non-trivial, as we do not
know the tree topology in advance. But for the root, including such
data is theoretically straightforward.

One may have valid reservations, though. Unless the existence of a word at the
root is confirmed independently (e.g. Caesar→Kaiser), our knowledge about the
root’s state comes from similar data as used in the ML analysis.
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Final remarks about ML

Problems? Open possibilities?

4 But perhaps most importantly, the Mk model is an imprecise
approximation of the actual lexical replacement process — even
though it’s universally used, and we do not have a better model!

Importantly, this does not depend on whether we use binary or multi-state data.

The Mk model assumes there are exactly k character states. But in
reality, there is no limit to the # of cognate classes per meaning. The
evolutionary process itself creates new classes through innovations!

At this point, I do not know whether this problem has been studied —
and whether our currently used methods are a good enough
approximation.
In principle, biological morphological characters would exhibit this as well: e.g., if
you develop a novel kind of wing that never existed, you’ve increased the # of
possible states.
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Final remarks about ML

Summary of Class 3
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Final remarks about ML

Main points of Class 3

1 Bootstrapping is a simple technique for testing our results for
robustness. It works by sampling original characters with replacement,
then running your inference method on the resulting pseudo-data.

2 Maximum Likelihood (ML) selects the tree and the model parameters
under which the probability of generating the observed data is
maximal.

3 ML is an estimate of the truth, it is not the truth.

It is usually obtained by integrating over all the theoretical possibilities.
But in truth there was only one specific history behind our data.

4 Rate variation: (i) as branch lengths are just the expected #s of
changes per site, effective rates btw. languages may vary; (ii) rate
variation btw. words is approximated using the gamma distribution.
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Homework 3
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Homework 3

No obligatory reading this time.

Extra readings:
only one reference added: [Lewis, 2001] on the Mk model

If you want to read more on the details of ML: check out [Felsenstein, 2004,
Ch. 11,13,16] (Ch. 11 only the part on Jukes-Cantor; Ch. 13 selectively)

Assignment 3.1:

Q1: run a bootstrap analysis for the ML estimate for the Slavic ML
analysis that we did in class, and compare the result with the NJ
bootstrap we also did in class (at the beginning).

Q2: run a similar bootstrap analysis for Dravidian NJ and ML, and
compare both the tree and the supports from them.
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...two more things!

1 I will soon publish a quick survey about our lectures and assignments.

Please answer it!
It will help me adjust the future sessions and assignments.

2 I do not plan to hold regular office hours, but instead I strongly
suggest that you book an appointment with me for the next week.

You can use that appointment to discuss what’s going on in this class,
OR equally well, talk to me about your research interests or projects.
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